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Executive Summary 

This report synthesizes reviewer responses to ten questions contained in the panel’s charge - STAC 

Independent Scientific Peer Review Panel Questions for the Generalized Additive Model (GAM) 

Approach for Water Quality Trends in Tidal Waters 9/20/2016 – Final.  The review panel’s 

assessment is that the addition of the Mixed GAM Computation Vehicle (mgcv) implementation 

of GAMs to the collection of tools being used for tidal water quality trend analysis for the 

Chesapeake Bay is an excellent choice.  The R package mgcv appears to be a widely used, highly-

respected, open-source implementation of GAMs, utilizing a robust, penalized regression-spline 

smoothing approach.  There is an active, international community of statistically-minded 

environmental scientists supporting mgcv, conferring confidence in the reliability of the mgcv 

package and continuation of its support in the future.  Questions regarding the mgcv 

implementation involve two related concerns:  (1) who are the intended users of the R package? 

(a corollary – what level of statistical knowledge and experience is required for successful 

application of the package?); and (2) to what degree will the implementation focus on automating 

the mgcv application?  Key end users for this application package likely include managers who 

would benefit from having as many parameter choices as possible preselected for their automated 

version of the application.  A second important user group is the Chesapeake region’s scientific 

research community.  The version of the Chesapeake Bay Program (CBP) mgcv package that 

scientific researchers could use might allow for further exploration of parameter settings relative 

to the management oriented, more automated version. 

The procedure for calculating expected changes in water quality over time generated the greatest 

level of concern in the panel.  It is not clear that simple pooling to calculate standard errors on the 

two-year averages at each end of the multi-year prediction is justified.  As an alternative, the panel 

suggested the following:  (1) subtract out the best-fit mgcv seasonal trend from the observed data, 

then (2) perform a linear regression on the residual with the appropriate degrees of freedom used 

by the seasonal fit removed from the regression’s standard error calculation.  On a related note, 

the interpretation of uncertainty/confidence bounds for the mgcv output as a whole was not 

adequately addressed. 

Several aspects of data handling and transformation were addressed, including the practice of log 

transformation of selected data without back-transformation, which the panel viewed as 

reasonable, if consistently applied.  We also agreed that the identification of lab-associated offsets 

in values reported for observed data is extremely important.  Overall, a more extensive analysis 

that compares the two methods of adjustments would be beneficial, including provision of 

summary information for the CBP dataset on how many cases of lab/equipment changes are known 

and for how many of them the adjustment factor is known. 

Several suggestions emerged for future analyses.  The panel agreed that there should be added 

emphasis on residual diagnostics of the fitted GAM models. The draft flow-adjustment procedure 

represents an important extension of the modeling approach and should be added as an additional 
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feature of the R package, perhaps allowing users to choose how and whether to invoke flow 

normalization.  Perhaps seasonality could also be included as an option that can be turned on and 

off?  Another logical option (with seasonality turned off) would be to allow annual averages to be 

the observed input data.  Other possible predictor variables for future mgcv application (other than 

those mentioned in the review documents) include seasonally-adjusted local anomalies in:  (1) 

temperature; (2) density stratification; and (3) wind speed, direction and/or some combination of 

the two.  For annually-averaged mgcv applications, flow-adjusted WRTDS (Weighted Regression 

on Time, Discharge and Season) time-series of nutrient and TSS (total suspended solids) input 

could also be used (with river source weighted by estuarine water quality observation location).  

Both the mgcv and WRTDS approaches are likely to demonstrate comparable abilities to remove 

flow effects from simulated time series.  Recently reported between-model differences were 

apparent but minor.  This is exactly the type of comparison that, if ongoing, will instill further 

confidence in and wider applications of both approaches. 
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Introduction 

This report synthesizes reviewer responses to ten questions contained in the panel’s charge - 

STAC Independent Scientific Peer Review Panel Questions for the Generalized Additive Model 

(GAM) Approach for Water Quality Trends in Tidal Waters 9/20/2016 – Final (Appendix A).  

The panel reached consensus regarding our responses.  We begin by emphasizing the following 

finding:  based on the materials provided as part of this review, plus a survey of related literature, 

the addition of the Mixed GAM Computation Vehicle (mgcv) implementation of GAMs to the 

collection of tools being used for tidal water quality trend analysis for the Chesapeake Bay is an 

excellent choice.  We commend the Chesapeake Bay Program (CBP) Integrated Trends and 

Analysis Team (ITAT)/Water Quality Goal Implementation Team (WQGIT) team (hereafter, the 

CBP team) – that is, those who assembled these review materials and proposed the review 

questions – for their important work, moving Chesapeake Bay tidal water quality trend analysis 

forward.  This review process was made much easier by the CBP team’s transparency, 

organization, balanced approach in describing their work to date, and proposed path moving 

forward.  Results so far are extremely encouraging and we very much look forward to following 

future progress.  Engagement with the larger scientific community in terms of frequent 

presentations of their results, publication of their findings, sharing of their techniques with 

colleagues, collaboration with others, and welcoming peer review is to be highly commended.  

The comments and constructive criticism that follows should be taken in the context of the very 

notable progress achieved to date. 

1. Please comment on whether the resource materials and references provided are 

adequate for conducting this review. 

The resource materials provided were adequate for conducting the review.  This includes both 

the references supplied and program code with examples in appendices.  From the supplied 

references, it is clear that the mainstream publications on the GAM approach were adequately 

taken into account by the CBP team.  We also appreciate the effort to make available the Rstudio 

implementation for the panel.  For the most part, details on Generalized Additive Models, 

including their strengths and weakness, are provided and proved useful.  

We think that the case for using GAMs could be strengthened by consideration of the following 

issues: 

 More technical description about the Seasonal Kendall test to be replaced would be 

beneficial to better understand why it is not sufficient and why GAMs can do better. 

 More generally, the breadth of approaches that fall under GAMs may not be represented 

adequately in the Background section of the “Methods for Application…” document.  

The statement “There has been years of statistical research behind the development of 

GAMs (p.2)” implies that the theory of GAMs in general has been converging on the 

specific approach being utilized here.  Our sense is that GAMs are very general in the 

many ways they can be constructed from component models.  It may be that the 
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Weighted Regression on Time, Discharge and Season (WRTDS) method (Hirsch et al. 

2010) could conceivably qualify as another type of GAM – since so many types of 

multiple regressions can be encompassed by GAMs.  Our impression is that the type of 

GAMs applied here is one very specific choice among the broad suite of approaches that 

still constitute GAMs.  Perhaps it would be preferable to change the term “GAMs” 

throughout the CPB application of GAMs to the term “mgcv”, which less ambiguously 

refers to the “Mixed GAM Computation Vehicle” code developed by Simon Wood 

(2006).  This distinction we view as similar to using the specific acronym WRTDS 

instead of simply calling that method “weighted regression”.   

 We also suggest that some time-cost experiments/results might be added to help first-time 

users of these proposed functions get a sense of how long they should expect their 

analysis to run.  

2. Please comment on whether the choice to build the R package around the ‘mgcv’ 

package raises any concerns and on whether the functionality contained within the R 

package addresses the STAC MEOWQT workshop recommendation to implement a 

process for automating the GAM application. 

Our assessment is that mgcv appears to be a widely utilized, highly-respected, open-source 

implementation of GAMs, utilizing a robust, penalized regression-spline smoothing approach.  

There is an active, international community of statistically-minded environmental scientists 

supporting mgcv.  The package mgcv has a long history and a track record of successive updates 

(https://cran.r-project.org/src/contrib/Archive/mgcv/) which confer confidence in the reliability 

of the mgcv package and continuation of its support in the future.  

We nonetheless have some questions regarding the mgcv implementation that involve two related 

concerns:  (1) who are the intended users of the R package? (and a corollary - what level of 

statistical knowledge and experience is required for successful application of the package?); and 

(2) to what degree will the implementation focus on automating the mgcv application?  We 

acknowledge that accommodating a widely varying audience is difficult.  Key end users for this 

application package likely include managers in agencies such as Maryland Department of 

Natural Resources (MDDNR) and Virginia Department of Environmental Quality (VADEQ) 

who would benefit from having as many parameter choices as possible preselected for their 

automated version of the application.  A second important user group is the Chesapeake 

scientific research community who could build on the advances made through the CBP 

implementation of mgcv.  The use, testing, exploration and advancement of trend analysis via 

mgcv in the Chesapeake Bay region could greatly benefit from openly encouraging and 

facilitating the adoption of mgcv by researchers.  The version of the CBP-mgcv package that 

scientific researchers could use might allow for further exploration of parameter settings relative 

to the management oriented, more automated version.  The authors of the CBP-mgcv package 

seem amenable to additional research-oriented options, which we encourage (e.g., §3.3, “It is 

likely that this gam3c model structure could be built in as an option, and used for research 

purposes until the full dynamics and implications have been investigated.”) 
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A more complete description would be helpful regarding the mgcv default settings and parameter 

assignations.  For example, 10 knots were chosen for the annually-repeating cyclic penalized 

cubic regression spline.  Is anything specified when choosing the “thin plate regression spline” 

option for the non-periodic fits?  Is there a lambda smoothing parameter value chosen?  Did you 

specify a basis dimension or accept the default?  It is stated that “each of the terms has its own 

low-rank bases specified”.  Are these low-rank bases specified by mgcv defaults, or does the 

CBP-mgcv implementation specify them?  A table should be included listing all these 

implementation decisions made by CBP.  

We installed and ran the Rstudio mgcv application.  It’s well executed and presented no problems 

that couldn’t quickly be overcome (an important requirement of which users should be made 

aware:  install R, RTools and Rstudio in their default locations – if not, then added work is 

required to put packages in globally accessible locations).  Rstudio is a good choice for this 

application, given its inherent integrative features.  We also note that it would be a 

straightforward matter to use this application without RStudio if experienced R users should find 

that preferable. 

3. Please comment on whether the three model options (i.e., gam0 – linear trend with 

seasonality; gam1 – nonlinear trend with seasonality; and gam2 – nonlinear trend with 

seasonality and interactions) for temporal analysis built into the R package are 

appropriate for representing the patterns over time and whether the conclusion to 

generally select the gam2 model is scientifically sound. 

The three model options progress in the order of their complexity.  Among them, the gam2 

model appears to best capture the overall trend of the data.  However, as noted by the CBP team, 

even the gam2 model may not be sufficient to fully describe the data without further adjustments 

to lab/method changes and flow.  Perhaps all three models could be quietly implemented – 

another optional automated feature.  Is this feasible for very large runs or would it represent a 

prohibitive execution time? 

Figure 1 illustrating the application of gam0/gam1/gam2 could be explained more clearly.  For 

example, the meaning of the abbreviations “GAM” vs. “Seas.” within the inset legend on the 

components of Figure 1 are not defined.  Does “Seas.” (if it is the dashed line) refer to the trend-

cycle component?  Does the 95% confidence interval represent the likelihood of the seasonally 

adjusted, smoothed result annual mean of the observations actually falling within that range?  

We are unsure about the result in the last paragraph of §2.3 – that is, that p-values for 

components of the gam2 model can be used to justify which terms to keep.  This seems to be in 

conflict with the last paragraph of §2.2, which states “The p-values on model terms… may be too 

low when smoothing parameters are fairly uncertain… Our approach will be to use the ‘whole 

model’ confidence bounds… and will not rely on component-specific confidence bounds.”  

Further explanation would be helpful here, including information on how applying the Akaike 

information criterion addresses this problem with the component p-values. 
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We observed in models gam1 and gam2, shown in Table 1, the variable cyear is used both as a 

linear term cyear and as a so-called smooth term s(cyear,bs=’tp’).  It’s not clear how these terms 

are actually used.  If they do co-exist in the same model, then that would be problematic since 

they are deemed to be inestimable when no further constraints are put on the function s() besides 

being sufficiently smooth.  For example, the model will not be able to distinguish the solution 

with a linear term 2*cyear and a smooth term exp(cyear) from another solution with a linear 

term (2+c)*cyear and a smooth term exp(cyear)-c*cyear, where c can be an arbitrary constant.  

To make the model estimable, some side conditions must be enforced on the smooth function s().  

For example, one may require both the integration of s(cyear) and the integration of 

cyear*s(cyear) over the domain of cyear must be zero.  Then the smooth function s() would then 

belong to the complement space of the space spanned by all the linear functions and the 

estimates of the two model terms would become uniquely determined. 

4. Please comment on whether the Percent Change calculation applied to the GAM results 

is sufficient for generating conclusions as to whether the long- or short-term trends are 

up or down. 

This question generated the greatest level of concern by the review panel.  The most benign view 

is that the description in the document (not the appendix) is a bit too vague describing the 

standard error calculation for the percent change estimate.  This might cause confusion, possibly 

remedied by additional detail such as “The percent change can be considered as a linear 

combination of the monthly/quarterly averages and thus its variance is readily available through 

a quadratic form defined by the covariance matrix of the GAM-estimates”.  A stronger view was 

that the approach described for the percent change calculation might not be justified, based on 

the reasoning that the monthly output values from mgcv are smoothed relative to the original 

observed data; aren’t the neighboring monthly output from mgcv less independent of each other 

than were the observed data?  It’s not clear that they can be pooled in the simple way described 

in the report in order to calculate standard errors on the two-year averages at each end of the 

multi-year prediction.  Doesn’t this mean that the degrees of freedom in the standard error 

calculations based on mgcv output need to be reduced?  

As an alternative, would it make sense to:  (1) subtract out the best-fit mgcv seasonal trend from 

the observed data and then (2) perform a linear regression on the residual with the appropriate 

degrees of freedom used by the seasonal fit removed from the regression’s standard error 

calculation?  On a related note, the interpretation of uncertainty/confidence bounds for the mgcv 

output as a whole was not adequately addressed in the “Methods for Application…” document, 

for example, to what do the 95% confidence intervals (CI) on Figure 1 specifically apply?  More 

explanation is needed regarding what the CI represents and why overlap between the CI at the 

beginning and end of the time-record can’t be used to assess significant change from the start to 

the end of the time period. 
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Overall, we note that many of the elements in the function “gam.por.diff” are hard-coded, which 

makes it inflexible (or at least more difficult to adjust for a different data set).  For example, 

problems will arise if: 

 Less than four years of data are employed in the analysis; 

 The user wants to compare starting and ending periods that result in period length 

different from two years; or 

 The input data are on a different temporal scale. 

Aside from coding issues, a disadvantage of this procedure is that an extra assumption (that the 

smoothing model is true) is needed for this analysis.  Additional clarification is needed on: 

 Why was the window length of two years chosen? 

 What makes this approach superior to using more traditional methods for comparing 

means (based on raw observations)? 

 Whys should means, standard errors, difference tests, etc., not be performed in log space 

for log-transformed data?  Section 2.4 is ambiguous regarding whether the averages and 

associated statistics for percent change are performed in linear or log space. 

5. Please comment on whether the decision to derive conclusions based on log-

transformed results without conducting any back-transformation are problematic for 

any of the conclusions we are trying to draw from the GAM model results. 

Log transformation without back-transformation seems reasonable, if consistently applied.  We 

do however note that the center of a confidence interval on one scale (log) is no longer a center 

of a back-transformed interval (original scale) which raises a discussion on whether special 

methods for back-transforming the data should be implemented (§6.2 by Oehlert, 2010; Bland et 

al., 1996, and references therein).  Hirsch et al. (2010) also have considered this issue. 

We found confusing the statement in §2.5 “Based on the type of analyses we are conducting of 

the GAM results, it does not seem necessary to obtain estimates of the arithmetic mean”.  The 

present wording in §2.4 implies that an arithmetic mean and standard error at each end of the 

record is the basis of the Percent Change calculation described in §2.4.  For consistency, we do 

not see why the averages and standard errors described in §2.4 should not be performed in log-

space for the specific variables subjected to log-transforms.  Perhaps the decision regarding 

whether or not to log-transform the observed data should depend on the statistical distribution of 

the underlying populations.  For example, for oxygen data, should a log transform of (1 + DO) 

perhaps be warranted?  For Secchi depth (SD), perhaps 1/SD (which is more closely proportional 

to light attenuation) might be found to be more normally distributed than SD itself.  

Another issue to consider is that a log-transform (relative to linear space) emphasizes small 

observed data values much more than large observed data.  This means that below the detection 

limit (BMDL) data discussed in §6 will receive significantly more weighting than BMDL data 

would in a linear space application of mgcv.   Since the percent errors on individual BMDL data 
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points are much higher than the percent errors on larger values, is it not possible that this could 

bias log-space trends by weighting the smaller, highly uncertain values too highly?  On the other 

hand, log transform can be argued to be more appropriate when relative error (percent error) is 

similar for small and large values – that is, when absolute errors are proportional to value rather 

than constant.  A useful option might be to perform the mgcv analysis for observed data in both 

linear and log-space and see if the conclusions regarding long-term trends are sensitive to 

whether or not the data has been log-transformed. 

6. Please comment on whether the choice of the Maximum Likelihood method via the 

Expectation Maximization algorithm is a reasonable approach to account for censored 

data in the historical record as compared to other options, including the Monte Carlo 

sampling approach tested. 

The systematic tests of the Expectation Maximization (EM) algorithm using censored-data test 

cases constitute a convincing argument for the use of EM as compared to Monte Carlo (MC) 

sampling.  The limits to EM (>~50% censoring) were also sensibly demonstrated.  Overall, we 

prefer the Maximum Likelihood (ML) method via the EM algorithm to the MC sampling 

approach for several reasons.  Firstly, the MC sampling approach depends on the correct 

specification of the sampling distribution family.  For example, if a log normal distribution is not 

a good fit to the data, results will not be representative.  On the other hand, the ML method is 

more data-driven and essentially lets the data tell us what would be good imputation values.  

Secondly, the MC sampling approach can be much more time consuming than the ML method.  

This would be a significant waste of effort if the sampling distribution is wrongly specified. 

We have some concerns, however, with regard to extending the EM algorithm to the GAM 

setting.  The objective function in the optimization problem leading to the GAM estimates is a 

penalized likelihood that consists of three parts:  (1) mean squared errors or log likelihood 

representing the goodness of fit; (2) the roughness penalty enforcing smoothness; and, (3) the 

smoothing parameter tuned to represent the tradeoff.  Thus GAM is a Maximum Penalized 

Likelihood Estimate and its variance estimation should use a penalized EM algorithm.  Green 

(1990) and Segal et al. (1994) proposed an earlier version of such a penalized EM algorithm 

where the parameter of interest is of finite dimension.  Wang et al. (2012) proposed a full version 

of penalized EM algorithm and used it to estimate two function parameters simultaneously.  

Silverman et al. (1990) considered a slightly different version called smoothed EM algorithm.  

The common feature in these EM algorithms is that the maximization step is a constrained 

optimization problem.  It has been reported that the extra smoothing at the maximization step 

actually speeds up the convergence of the EM algorithm (which often converges slowly).  We 

note in this regard that the CBP team noticed the change of expected degrees of freedom during 

the iterations of the EM algorithm, although this change appears to be generally small and does 

not seem to cause any serious issues.  A rigorous theory about this phenomenon in the penalized 

EM algorithm is, however, still lacking. 
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Other concerns were noted relating to the removal of censored observations, in particular the 

drawback of overestimating (in the case of left-censored data) mean concentrations and obtaining 

biased trend estimates.  Section 3.1 mentions that “censoring only occurs in the first 12-14 years 

of our currently 31 year record”.  It should be noted, however, that if the water quality trends 

improve (concentrations decline) in the future, more left-censored data may be encountered.  

Although the authors express their concern about the Monte Carlo results (“We also have 

concern about the interpretability of hundreds of MC simulation results”), our experience is that 

using means from a suitably large number of Monte Carlo simulations is fairly common practice 

(Hopke et al. 2001, Nie et al. 2010). 

Several suggestions were offered regarding additional analyses that might be conducted.  One 

experiment would be to compare mgcv predictions using EM with alternative predictions that 

had all BMDL data removed for all times.  For log-transformed data, an advantage of removing 

all BMDL data for all times is that this approach does not weight as heavily the smallest values 

which individually have the largest percent error.  Another analysis possibility is to explore 

whether a thorough outlier detection has been performed.  Concentration versus mass flux 

outliers would likely be very different.  Yet another observation: censoring seems to be most 

problematic for the oldest data.  Do these oldest data actually matter all that much in terms of the 

most important questions currently being addressed?  With that in mind, the CBP team made an 

interesting proposal related to the actual severity/impact of censoring decisions and how best to 

handle censoring: 

One option we are considering is shortening the length of a very small percentage 

of the datasets that have censoring >50% for extended periods of time.  If we used 

this rule, it would impact only a small number of stations for the nutrients 

analyses.  Scanning the CBP database in the first 10 years of the database, >50% 

censoring only occurs at 1 station for orthophosphate (PO43-); 8 station-layer 

combinations for ammonium; 35 for nitrate+nitrite; and 36 for TN.  This is out of 

total of 277 surface and bottom data sets considered for each of these nutrients 

and is preferable to generating trend estimates when we will not have confidence 

in the results. 

7. Please comment on the importance of developing an intervention analysis approach to 

account for changes in lab and sampling methods, as opposed to implementing the 

adjustment factors approach used previously for these issues. 

The review panel agreed that the identification of lab-associated offsets in values reported for 

observed data is extremely important.  Overall, we feel that a more extensive analysis comparing 

the two methods of adjustments would be beneficial, including summary information for the 

CBP dataset on how many cases of lab/equipment changes are known and for how many of them 

the adjustment factor is known.  We found the advantages of intervention analysis to be:   
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 Flexibility to use adjustments of different magnitude compared with formerly-used 

uniform factors.  This accommodates the cases when:  (1) the adjustment factor is 

unknown (a comparison study was not run); (2) factors possibly differ with the mean 

response level (at different depths or different parts of the watershed); or (3) with 

different labs starting to apply new equipment (e.g., lab changes A --> B and A --> C 

may yield different step changes in the time series). 

 Flexibility to accommodate not only the changes in means, but also in variances 

(mentioned in Appendix 3.2A, but not currently implemented). 

 Opportunity to test statistical significance of the observed shifts. 

We also found a number of potential disadvantages of the suggested intervention analysis: 

 The suggested intervention analysis cannot be applied (will have a low power) soon after 

the lab or method change, due to a short length of the post-change time series.  In this 

case, the adjustment factor approach is perhaps advantageous since it is relatively 

straightforward and fast to compare two methods (former and newly introduced) using 

paired test procedures and to assess the statistical significance of the differences. 

 There is a possibility of the equipment changes to co-occur with other breakpoints or 

regime shifts in the time series.  This would lead to disregarding the latter shifts and 

attributing all the observed step changes solely to the equipment change. 

 There is a possibility of the p-values for significance testing to be underestimated (test 

statistics overestimated) due to remaining autocorrelations in residuals, which can occur 

in the suggested semi-automatic procedure.  This suggests care be exercised in relying 

upon reported p-values. 

 There is a possibility of overfitting the data if short time series (and the full model gam2) 

are used.  (It should be clarified, whether non-significant step changes are removed from 

the model, as it is currently done with the non-significant smooth terms). 

 Adding an intervention term to the mgcv analysis could be problematic – for example, the 

intervention term could be statistically correlated with long-term changes in other 

environmental conditions and erroneously remove inter-annual variance with a physically 

logical connection to another mgcv model component. 

We found noteworthy the hypothesis that salinity at a given station is correlated with trend-shifts 

in TSS.  It makes sense that a change in filter rinsing could markedly alter the salt solids left on 

the filter, and this trend would be stronger at higher salinity stations.  Perhaps a salinity-based 

constraint on the step-trend inferred by mgcv could be instituted. 

Lastly, there is no entry in the references section for the important citation to Perry (2008).  In 

Appendix 3.2A Perry states:  “In 2008, I conducted an analysis of the Maryland Tribs TSS data 

using Step-Trend methods with multiple linear regression (Perry 2008)”.  

8. Please comment on the continuing research and development toward a comprehensive 

flow-adjustment procedure.   
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The draft flow-adjustment procedure represents an important extension of the modeling approach 

(recently described in Beck and Murphy, 2016) and should be added as an additional feature of 

the R package, perhaps allowing users to choose how and whether to invoke flow normalization.  

The weak points and difficulties involved in incorporating the flow adjustment procedures are 

correctly identified in §3.3, and are related to the choice of: 

 Flow variable; 

 Which freshwater input source(s) are considered influential for each monitoring station; 

 Maximal temporal lag of the influences; and 

 Modeling of temporal (including seasonal) variability of the input source(s) and lags and 

interactions with the temporal variables already present in the model. 

Due to the number of decisions necessary for an adequate flow adjustment, it seems impossible 

at this moment to have an automatic or even semi-automatic comprehensive adjustment 

procedure.  That said, the initial choices for matching stations to river flow sources are 

reasonable.  In the future it may be worthwhile to consider weighted averages of multiple river 

sources.  For example, much of the small watersheds on the Eastern Shore of the Bay probably 

receive precipitation and respond with discharge in a manner much more like the Choptank than 

like the Susquehanna, which is a much larger watershed.  Thus a spatially-varying, time-lagged, 

weighted average of the Choptank and the Susquehanna might be most relevant for the Eastern 

Shore.  

In-situ salinity is indeed a very promising surrogate for river flow, since salinity responds in an 

integrated way to multiple fresh water sources.  Using the seasonally-adjusted salinity anomaly is 

a logical approach to help remove some of the otherwise confounding seasonal effects already 

accounted for in day-of-year (doy) – although the interaction term between flow and doy can still 

be important, as pointed out in the review materials.  The flow and salinity-adjusted predictions 

presented here (e.g., Figure 6) are very promising. 

9. At this time, are there any issues that you recommend the CBP investigate over the 

longer term (i.e. post-2017) regarding the application of GAMs for water quality trend 

analysis?  The importance of these analyses for reporting changes in Chesapeake Bay 

water quality will continue to increase as we approach 2025 and beyond. 

Several suggestions emerged for future analyses.  Allowing flow-adjustment in mgcv to be an 

option leads to the logical question:  Why not allow seasonality to be an option that can be turned 

on and off also?  Another logical option (with seasonality turned off) would be to allow annual 

averages to be the observed input data.  This would allow analysis consistent with Harding et al. 

(2016) to be performed and allow reproduction of Harding et al. (2016) as a test-case for the 

CPO-mgcv package. 

Other possible predictor variables for future mgcv application (other than those mentioned in the 

review documents) include seasonally-adjusted local anomalies in:  (1) temperature; (2) density 
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stratification; and (3) wind speed, direction and/or some combination of the two.  For annually-

averaged mgcv applications, flow-adjusted WRTDS time-series of nutrient and TSS input could 

also be utilized (with river source weighted by estuarine water quality observation location).  

An issue that seems unresolved at this point is how to best assign uncertainties to the predictions 

of the individual model components of mgcv.  To reiterate two points made earlier, first, if p-

values of individual model components tend to be underestimated, how can the most important 

model components be quantified? Second, clarifying the proper application of the Akaike 

information criterion would be helpful.  Overall, interpretation of uncertainty/confidence bounds 

for the mgcv output as a whole wasn’t satisfactorily addressed in the “Methods for 

Application…” document. 

We applaud the emphasis in §4 (Future Plans) on working closely with other scientific 

researchers. 

Another suggestion derives from the observation that the focus is mostly on data analysis 

conducted at a station-wise manner.  If the analysis of aggregated data from stations within a 

certain area is of interest, then spatial correlation between the stations must be incorporated into 

the analysis.  It’s not clear that mgcv would be appropriate for this kind of analysis.  Packages 

like assist and gss might be more versatile in this respect. 

The panel agreed that there should be added emphasis on residual diagnostics of the fitted GAM 

models.  The remaining dependence structure in residuals should be modeled accordingly.  

Consider for example, an experiment described in Kohn et al. (2000) involving a smooth trend 

embedded into autocorrelated stationary time series.  The code below uses the splines options 

bs='tp' suggested by the CBP team. 

rm(list=ls()) 

library(mgcv) 

set.seed(321) 

n <- 100 

time <- 1:n 

xt <- time/n 

Y <- (1280 * xt^4) * (1- xt)^4 

tserrors <- arima.sim(list(ar = 0.3713), n = n) 

y <- as.numeric(Y + tserrors) 

m21 <- gam(y ~ s(xt, bs='tp')) 

edf21 <- summary(m21)$edf 

plot(y ~ xt, xlab = expression(x[t]), ylab = expression(y[t])) 

lines(Y ~ xt, lty = "dashed", lwd = 3) 

lines(fitted(m21) ~ xt, lty = "solid", col = "red", lwd = 3) 

legend("topleft", 
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legend = c("Truth", 

paste("Fitted (edf = ", round(edf21, 2), ")", sep = "")), 

col = c("black", "red"), 

lty = c("dashed", "solid"), 

lwd = c(3, 3), 

bty = "n", cex = 0.8) 

#Residuals diagnostics: 

resm21 <- residuals(m21) 

#plot.ts(resm21) 

par(mfrow=c(1,2)) 

acf(resm21) 

pacf(resm21) 

 

With the current settings, the underlying true trend is closely approximated, but the ACF and 

PACF plots still show residual autocorrelation, as evident from the plots provided on the 

following page. 
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10. Are there other technical approaches that we should investigate that can supplement 

the GAM approach in order to identify and analyze the effects of management actions 

on water quality in the estuary? 

Recent STAC reports (Friedrichs et al. 2012, Weller et al. 2013) emphasize the importance of 

using of multiple models for management in the Chesapeake Bay.  The (i) lead finding and (ii) 

lead recommendation of Weller et al. (2013) were:  (i) “Using multiple models offers many 

documented advantages over analyzing one model of an environmental system”, and (ii) “The 
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CBP should implement a multiple modeling strategy for each major decision-making model of 

the Bay (airshed, land use, watershed, and estuary) and analyze the output to quantify skill, 

advance knowledge, and inform adaptive management”.  The use of multiple statistical analyses 

is especially cost-effective.  In a larger sense across the entire CBP, “multiple model” 

comparisons between statistical models and process-based numerical models should also be 

promoted, funded, and otherwise facilitated.  

As shown in Beck and Murphy (2016) regarding the mgcv and WRTDS approaches, these two 

statistical models are likely to demonstrate comparable abilities to remove flow effects from 

simulated time series.  Between-model differences were apparent but minor.  This is exactly the 

type of comparison that, if ongoing, will instill further confidence in and wider applications of 

both approaches.  As noted earlier, the Seasonal Kendall trend technique should also be included 

going forward, as well as simple generalized linear models (GLMs) (multiple 

regression/ANCOVA).  The degree of consistency among simple GLMs and various 

nonparametric models will always be enlightening.  Assuming underlying assumptions are met, 

they should agree within their respective confidence bounds.  However, the more advanced 

nonparametric models can hopefully produce narrower confidence bounds on their predictions 

(e.g., Hirsch et al. 2015).  It also might be useful to investigate whether (k-fold) cross-validation 

would be helpful in boosting the model performance (see Mayr et al., 2014; Kohn et al., 2000, 

and references therein).  There is an option of using the R package GAMBoost for this purpose. 

Another possibly relevant approach is Multivariate Adaptive Regression Splines approach 

(Friedman 1991, Leathwick et al. 2006), which Leathwick et al. describe as follows: 

Two novel features are possible when using MARS.  First, interactions between 

variables can be fitted, but rather than fitting a global interaction between a pair 

of variables, these are specified using basis functions.  As each basis function 

only describes variation for part of the range of its variable, interactions are 

specified locally, i.e., the interaction effect is confined to the sub-ranges of the 

two variables described by the nonzero parts of the basis functions, rather than 

across the full range of both variables.  The R implementation of MARS also 

allows for the fitting of multiple response variables, which allows a model to be 

fitted that simultaneously relates variation in the occurrence of all species to the 

environmental predictors in one analysis.  In this case knots are selected based on 

their ability to reduce the residual sum of squares, averaged across all species.  

The final MARS model then uses a common set of basis functions for all response 

variables, but individual regressions are used to relate variation in each species 

to the final set of basis functions (i.e., to calculate unique coefficients for each 

basis function per species). 
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Appendix A 

STAC Independent Peer Review Panel Questions for the 
Generalized Additive Model (GAM) Approach for Water Quality 

Trends in Tidal Waters - 9/20/2016 - Final 
CBP Groups: 

 Scientific and Technical Analysis and Reporting (STAR) Team’s Integrated Trends 

Analysis Team (ITAT) 

 Water Quality Goal Implementation Team (WQGIT) 

CBP Contacts:   

Rebecca Murphy, Jeni Keisman 

Introduction 

Water quality data have been collected at over 160 long-term monitoring stations in Chesapeake 

Bay since the mid-1980s. Since the mid-1990s, analysts at the Maryland Department of Natural 

Resources (MDDNR), Virginia Department of Environmental Quality (VADEQ) and the 

Chesapeake Bay Program Office (CBPO) have been using the Seasonal Kendall (SK) 

nonparametric trend technique to identify significant degrading or improving trends in these 

data. Soon after the SK approach was implemented, it became clear that many of the long-term 

patterns were not monotonic, and an additional quadratic test was added to the analysis in order 

to identify those types of patterns. Since then, these analyses have been conducted for a suite of 

water quality parameters1 at multiple depths and seasons annually, and have been used by the 

state agencies as well as the Chesapeake Bay Program partnership (CBP) for visualization of 

changes in estuarine water quality.   

In March 2014, with an eye towards incorporating more monitoring data analysis into the TMDL 

mid-point assessment and beyond, the “Estimating Land Management Effects on Water Quality 

Status and Trends” (MEOWQT) STAC workshop was held to generate recommendations on 

techniques for trend detection and analysis from a group of scientific experts. Generalized 

Additive Models (GAMs) were presented as a statistical technique with the flexibility to 

represent the long-term patterns now being observed with 30 years of water quality data in 

Chesapeake Bay, and to explore environmental factors that may affect those trends. The 

recommendation from the workshop was for the CBP to continue to develop and apply GAMs to 

the appropriate response variables in tidal waters.   

                                                 

1 Such as total nitrogen (TN), dissolved inorganic nitrogen (DIN), total phosphorus (TP), dissolved organic 

phosphorus (PO4), total suspended solids (TSS), active chlorophyll a (CHLA), secchi depth (SECCHI), summer 

bottom dissolved oxygen (DO), salinity, and water temperature (WTEMP) 

http://www.chesapeakebay.net/groups/group/scientific_and_technical_analysis_and_reporting
http://www.chesapeakebay.net/groups/group/criteria_assessment_protocol_workgroup
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GAM Approach to be reviewed by the Panel 

Development of the GAM approach for use in Chesapeake Bay tidal waters has progressed since 

the March 2014 MEOWQT workshop, and a draft R package (“the R package”) for applying 

GAMs to Chesapeake Bay has been created. In the process, several different options have been 

tested and implemented to account for challenges such as changes in sampling and laboratory 

methods, censoring of data, and determination of statistical significance. The approach to be 

reviewed consists of the methods developed and assumptions made in this process.  Panel 

members will be provided with comprehensive documentation of the GAM approach as 

implemented in the referenced R package, as well as more general reference materials on GAMs 

and links to additional optional references. 

Resource and Reference Materials for the Panel 

The Panel members are encouraged to consult the accompanying resource materials for 

background and insights into the process of developing the GAM approach for analysis of trends 

in tidal water quality. A brief description is provided here in advance of the full submission to 

enable advance planning on the part of STAC. 

 Documentation of the GAM approach for Chesapeake Bay tidal trends will be provided 

in the form of a written report with chapters summarizing the necessary information 

relating to each Review Question. Appendices with additional mathematical and 

methodological details will be included as necessary.  

  “Estimating Land Management Effects on Water Quality Status and Trends: Proceedings 

of the March 25-26, 2014 workshop. STAC Publication Number 15-002, Edgewater, 

MD. 33 p. 

 Additional reference materials as needed, and links to additional optional reference 

materials.   

GAM Approach for Tidal Trends Review Questions 

The CBP, through the STAR Team and the ITAT, requests an independent scientific peer review 

that directly addresses the questions outlined below. The scope of this request is constrained to 

the GAM approach implemented in the referenced R package, with the goal of providing a 

temporally and spatially consistent standardized method for annual reporting of trends in tidal 

water quality. The review panel is also encouraged to make recommendations for future work by 

the CBP that would further strengthen this approach, or that are related to the scientific or 

management issues raised in the review. The review panel will be provided with the relevant 

documentation and will be given direct access to the GAM development team to facilitate the 

review. The review panel will generate a written report addressing the questions. The partnership 

will then produce a written response to the review.  

 

1. Please comment on whether the resource materials and references provided are 

adequate for conducting this review. 
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2. Please comment on whether the choice to build the R package around the ‘mgcv’ 

package raises any concerns and on whether the functionality contained within the R 

package addresses the STAC MEOWQT workshop recommendation to implement a 

process for automating the GAM application. 

3. Please comment on whether the three model options (i.e., gam0 – linear trend with 

seasonality; gam1 – nonlinear trend with seasonality; and gam2 – nonlinear trend with 

seasonality and interactions) for temporal analysis built into the R package are 

appropriate for representing the patterns over time and whether the conclusion to 

generally select the gam2 model is scientifically sound.  

4. Please comment on whether the Percent Change calculation applied to the GAM results 

is sufficient for generating conclusions as to whether the long- or short-term trends are 

up or down. 

5. Please comment on whether the decision to derive conclusions based on log-

transformed results without conducting any back-transformation are problematic for 

any of the conclusions we are trying to draw from the GAM model results. 

6. Please comment on whether the choice of the Maximum Likelihood method via the 

Expectation Maximization algorithm is a reasonable approach to account for censored 

data in the historical record as compared to other options, including the Monte Carlo 

sampling approach tested. 

7. Please comment on the importance of developing an intervention analysis approach to 

account for changes in lab and sampling methods, as opposed to implementing the 

adjustment factors approach used previously for these issues. 

8. Please comment on the continuing research and development toward a comprehensive 

flow-adjustment procedure.   

9. At this time, are there any issues that you recommend the CBP investigate over the 

longer term (i.e. post-2017) regarding the application of GAMs for water quality trend 

analysis? The importance of these analyses for reporting changes in Chesapeake Bay 

water quality will continue to increase as we approach 2025 and beyond. 

10. Are there other technical approaches that we should investigate that can supplement 

the GAM approach in order to identify and analyze the effects of management actions 

on water quality in the estuary? 

 


